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Abstract— Facial recognition, especially with time-

varying facial expressions and/or disguises,  is crucial in 

many homeland security applications. The recent Boston 

Marathon attack is one example reminder of the 

importance of developing accurate and reliable facial 

recognition algorithms. While various face recognition 

algorithms have been proposed in the literature, 

unfortunately many of them still remain in their infancy. 

This is mainly due to their lack of high recognition rates 

in the presence of varying image face artifacts and 

conditions. In order to develop more accurate facial 

recognition systems there is a primary need to identify 

and, as much as possible, derive some of the causes that 

may affect some face recognition accuracy rates.  The 

main contribution of this paper  is the investigation  and 

analysis of  how and what  factors, other than illumination 

noise, and occlusion,  may affect the recognition accuracy rate 

of some of the most popular and  currently widely used face 

recognition algorithms, namely,  Eigenface-based, Fisherface-

based and Direct Correlation-based ones. In particular, in this 

work we show the effects,  on these facial recognition accuracy, 

of facial reasonable registration with or without off-the-plane 

face rotation, the type and number of individual’s face 

template(s) selection, and the type and increasing amount of 

partial facial  information contained in face images. Finally 

experimental results are presented to demonstrate the 

potential value and importance of each of these proposed 

factors on facial recognition. 

 

Keywords-component; Machine Learning, Computer and Machine 

Vision, Computational Intelligence; Digital Image Processing, 
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I.  INTRODUCTION  

Facial recognition is a complex visual task that humans 

can perform with high accuracy and precision under 

variable and harsh conditions. Attempts have been made and 

research is still ongoing to design a robust machine based 

system that can recognize faces just as efficiently and 

accurately as humans. The task of recognizing a human face 

is made more difficult by the fact that the same person can 

look substantially different in the presence of facial 

expressions, disguises, illuminations, occlusions, etc. This 

makes the design of such a system a challenging problem.  

Furthermore, face recognition is a challenging task 

because face images are fairly similar due to the same 

geometrical configuration of facial features. This leads to 

the requirements of fine discriminatory  techniques to 

discern among faces.  

These two difficulties call for  novel recognition 

technique that can distinguish the various differences in the 

configuration of features, while at the same time being able 

to recognize the same face with  a different facial 

appearance. 

In particular, face recognition has received a lot of 

positive attention in relatively recent years [18-49] – the 

availability of reliable technologies and the relative low cost 

of a face recognition systems have made it a popular 

biometric in the areas of security and surveillance. In 

addition, compared to other biometric methods that require 

the cooperation of the subject such as fingerprint analysis or 

iris scan, face recognition can be performed from a distance 

and without the knowledge of the participants.  

Research in the field of face recognition has been ongoing 

for more than thirty years and the field is still rapidly 

growing. It has yielded numerous more or less reliable 

techniques that perform with relatively good accuracy in a 

given environment and under some predefined conditions. 

One primary challenge is that no one method provides a 

solution that performs with high accuracy in all situations, 

under varying conditions and environments in the way the 

human visual system does. In particular, there are many 

factors that affect the recognition accuracy of facial 

recognition algorithms.  

Some of the most widely used facial recognition 

techniques are Fisherface-based, Eigenface-based and 
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Direct Correlation-based recognition. These methods are 

effective but are greatly affected by noise, illumination, 

occlusion and other artifacts. Even though these techniques 

have been very widely used and very popular, to our 

knowledge, what additional factors affect their accuracy 

have not been accordingly studied. To build better, more 

robust,  and more accurate face recognition algorithms there 

is a need to investigate, identify,  and understand better what 

factors may affect their accuracy.  

 

A. Paper Objective and Contribution  

In our previous work [9][32-37], we presented various 

analyses of artifacts such as image illumination on face 

recognition [9][32-37],  and the effect of feature selection 

[35][36][37] on machine-learning-based-object 

representation and recognition. The main aim in this paper 

is the study  and the investigation of  how and what   

factors, other than illumination, noise,  and image occlusion 

may affect the recognition accuracy rate of the most popular 

and  currently most widely used face recognition algorithms, 

namely,  Eigenface-based, Fisherface-based and Direct 

Correlation-based facial recognition methods. In particular, 

we show the effects of facial reasonable registration with or 

without off-the-plane face rotation,  the number and types of 

individual template (s) selection, and the increasing amount 

and type of increasing partial  facial  information contained 

in face images, on the face recognition accuracy. 

 

B. This Paper Organization 

The rest of the paper is organized as follows. In Section II 

we present image faces preprocessing as well as the 

challenging face data set, with time-varying expressions,  

used in our experiments in this paper. In section III we 

present  the study and analysis of the effect of partial 

information, registration, and template selection on face 

recognition. Section  IV presents our discussions, 

conclusions and future work. 

 

II. IMAGE FACE  PRE-PROCESSING  AND DATA SETS  

For the purpose of  our study and analysis of the effect of 

partial information, registration, and template(s) on face 

recognition accuracy, we  the challenging ORL data base, 

shown in Fig-1. It is comprised  of very challenging faces 

with various artifacts, including  in-the-plane affine 

transformations, and off-the-plane rotations, various  

illumination conditions, disguises and facial expressions.  

This data set is comprised of 400 images representing 40 

individuals, each with 10 varying face time-varying 

expressions, and off-the-plane face rotations. As mentioned 

above for face recognition algorithms testing, we consider 

the popular widely used Eigenface, Fisherface, and 

correlation ones. 

In order to study the effect of image registration of this 

ORL data set, registration of all images with rspect to a 

refernce image is first performed. The algorithm, depicted  

in Table-1,  is  used for that purpose.   Fig-2 and Fig-3 show 

respectively  face image registration results using the  

algorithm in Tabale-1, and the resulting ORL database of  

the 400 registered faces. 

For partial image information on face recognition,  we 

consider two partial shapes in this paper, namely rectangles 

and ellipses with varying sizes. Fig-4  shows examples of 

the resulting rectangle and ellipse face partial information 

databases, used in this study. One may note, in Fig-4,  the 

black space around the registered image – this is a result of 

image registration.  

After registration, the resulting images have different sizes 

and the images  have to be padded to make them all of the 

same size. Fig-5(a) and Fig-5(b) show respectively the 

resulting partial rectangle-based information face database, 

and resulting partial ellipse-based information database. 

 

 
 

Fig-1: The challenging ORL face database (raw data) used in the 
experiments 
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Algorithm 1: Image Registration Algorithm 

1. For every image in the database ( ), 

where i = 1,2,3...,q 

a. Read in original image ( ) 

b. Read in base image (B) 

c. Execute the point selection  

d. Select the control points – 

both eyes and nose in both 

input image ( ) and base 

image (B) 

e. Execute the adjustment of  

each pair of control points 

based on cross-correlation 

f. Derive the affine 

transformation 

g. Transform the test image  

Table-1: Image registration algorthm used to originate the registered face 

databse used in this work. 

 

 
                           (a)                         (b)               (c)                 (d) 
Fig-2: All images are registered manually using  a control point selection 
tool. After selecting the two eyes and nose (the chosen control points), each 

pair of control points is adjusted using normalized cross-correlation. Next 

the image is registered using linear conformal transform. Example of image 
registration. (a) Corresponding point selection (b) Unregistered (input 

image); (c) Base image; (d) Registered image.  

III. STUDY AND ANALYSIS  OF THE EFFECT OF PARTIAL 

INFORMATION, REGISTRATION,  AND TEMPLATE SELECTION 

ON FACE RECOGNITION ACCURACY 

A. Study and Analysis of the Effect of Image Registration 

on Face Recognition 

We performed machine learning face recognition  based on 

a 60%-size training data set and a 40%-size size external 

validation testing  data sets, out of a total of the ORL 400 

faces. Face recognition accuracy  results for the three 

considered facial recognition methods, fisher-face, eigen-

face, and correlation-based,  are shown in Fig 6. One may 

observe that for  all three types of face recognition accuracy,  

the registered  partial-information-based images always 

resulted in better face recognition accuracy. In particular, as 

the results show, for the challenging ORL database 

considered in this study, whole registered images do not 

perform as well as raw whole images. This stems mostly , 

and as noted in section III, from the resulting black space 

around the face after image registration is performed, as 

shown in Fig-4.  When the black space is removed, when 

considering partial face information by cropping a given 

image into a rectangle or an ellipse,  the registered image 

yields better results than the full raw images. 

 

B. Study and Analysis of the Effect of the Type and 

Number of Training Template(s)  Selection 

As shown in Fig-7 all the three- above-mentioned  methods 

for facial recognition virtually performed better when the 

number of used templates per individual increased from one 

to six. The experiment was  run on a database set  

containing only one training template per individual, as well 

as on a set containing 6 templates per individual (multi). All 

three methods perform better when the number of training 

templates is increased. The results show that selecting more 

than one template with more face configurations per 

individual,  results in better facial recognition rate. 

 

 
Fig.3  Registered data base of faces 

 

 
       (a)            (b)             (c)             (d)             (e)            (f) 

Fig.4: Example of images used in the unregistered (raw) vs. registered 
images investigation.  (a) whole raw; (b) whole registered; (c) partial raw; 

(d) partial registered; (e) ellipse raw; (f) ellipse registered.  

 
 

C. Study and Analysis of the Effect of Varying the Amount 

of Information cropped off the face  on the Recognition 

Accuracy 

Here we investigate the effect on face recognition of 

increasingly varying the amount of information contained in 

an Image by cropping an increasingly growing-in-size  part 

of a given face. Facial recognition accuracies are given in 

Fig-8.  

For this experiment, partial images containing different 

amounts of information are used. The partial images are 

obtained by cropping the original image into a square or an 

ellipse containing the central part of the face. The size and  

center point of the ellipse and square are then varied to 

obtain the different increasing-in-size partial images. The 
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percentage of information contained is calculated by 

dividing the number of pixels in the resulting image by the 

number of pixels in the original image. Only in the case of 

Fisherface-based method and images containing 62% of the 

information, that the partial image outperforms the whole 

image. Fig-9 shows the effect of varying the amount of 

information in an image on the recognition accuracy when 

no significant off-the-plane face  rotation is allowed. For 

this experiment, images with off-the plane rotation are 

removed (as a result the training set is reduced from 240 to 

149 images) and the three facial recognition methods are 

applied again. In this case the results show that  partial 

images containing 24%, 34% and 49% of the original 

information outperform the whole image. 

 

(a)                                        

 
                                                            (b) 
Fig 5 (a) Resulting partial information rectangle-based face database (b) 

Resulting partial  information ellipse-based face database. 

 

 

 
      (a) 

 
                              (b) 

 
                                 © 
Fig. 6 : Recognition accuracy of Eigenface-based (a), Fishreface-based (b) 

and Direct Correlation-based (c)  methods for raw images vs. registered 
images.  

 

 
 
Fig-7 Effect of the number of training templates on the recognition rate.. 
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D. Study and Analysis of the Effect of Varying the Amount 

of Information cropped off the face  on the Recognition 

Accuracy 

Here we investigate the effect on face recognition of 

increasingly varying the amount of information contained in 

an Image by cropping an increasingly growing-in-size  part 

of a given face. Facial recognition accuracies are given in 

Fig-8.  

For this experiment, partial images containing different 

amounts of information are used. The partial images are 

obtained by cropping the original image into a square or an 

ellipse containing the central part of the face. The size and  

center point of the ellipse and square are then varied to 

obtain the different increasing-in-size partial images. The 

percentage of information contained is calculated by 

dividing the number of pixels in the resulting image by the 

number of pixels in the original image. Only in the case of 

Fisherface-based method and images containing 62% of the 

information, that the partial image outperforms the whole 

image. Fig-9 shows the effect of varying the amount of 

information in an image on the recognition accuracy when 

no significant off-the-plane face  rotation is allowed. For 

this experiment, images with off-the plane rotation are 

removed (as a result the training set is reduced from 240 to 

149 images) and the three facial recognition methods are 

applied again. In this case the results show that  partial 

images containing 24%, 34% and 49% of the original 

information outperform the whole image. 

  
Fig-8: Effect of varying the amount of information in an image on the 

recognition accuracy.  

 

 
Fig 9: Effect of varying the amount of information in an image on the 

recognition accuracy (no off-the-plane rotation).  
 

Fig-10 below, shows an example of partial face 

images that resulted in better accuracy in the case of limited 

off-the-plane image rotation, while Fig-11 shows  the effect 

on face recognition accuracy, of varying the amount of 

information contained in an image by cropping part of the 

face. 

                   
(a)                                    (b)                                 (c) 

Fig-10: Example of the partial images yielding better accuracy: (a) 49%; (b) 

34%; (c) 24% The image in (c) does not contain the mouth and still yields 

better recognition accuracy than in the case when the whole face is used. 

 

 
 

 

 
Fig-11   Recognition accuracy for images that contain the eyes and nose 
and for images that do not. 

 

IV. CONCLUSION AND FUTURE WORK  

The effects that various factors, other than illumination, 

noise, and image occlusion,  have on the accuracy of the 

most popular and currently widely used facial recognition 

algorithms, namely,  Eigenface, Fisherface and Correlation 

methods, were investigated and studied in this paper.  

First, we looked at the image registration factor, with or 

without off-the-plane-face-rotation,  and observed that 

registered images yield better recognition performance; 

however due to the degree of off-the-plane image rotation, 

face image registration may become ineffective in 

improving face recognition.  The results show that 

registered images yield better recognition rate in general. 

This was particularly the case when artifacts related to off-

the-plane face rotation were minimized.  

Second, we looked at the effect that varying the type and 

number of training image templates has on the facial 

recognition rate.  The findings showed that for the 

challenging  ORL face Database used in this paper, as  the 

number of training templates (with varying face 

configuration)  increases, the facial recognition accuracy 

improves.  
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Lastly we investigated the effect that the increasing 

amount and type of information contained in the image have 

on the recognition rate. We showed for instance that an 

image that only consists of the central part of a face 

containing eyes and a nose, performs better in general  than 

an image containing the whole face.  

Future work includes but is not limited to investigating 

the effects of the same factors on face verification in respect 

of false positives and false negatives. Future work also 

includes the study of the effect of selecting partial 

information of a face image has on the recognition accuracy 

of facial expressions in  occluded faces. 
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Abstract— Effective planning for the evacuation of port and 
airport facilities during or in advance of an event, and for the 
recovery of normal operations after an event, requires a 
comprehensive understanding of the potential effects of response 
decisions, both on the facilities themselves and on the 
surrounding areas. Only through a coordinated, integrated 
planning and analysis effort can emergency managers 
accumulate the appropriate knowledge to make confident 
decisions. 

Response strategies that determine when, where and how 
passengers and employees evacuate must be objectively evaluated 
to assess whether sufficient resources have been allocated and 
appropriate practices put in place to minimize the risk of death 
and injury. Such evaluations must include consideration of the 
effects of and to existing conditions on roadways within and 
surrounding facilities. Further, because any evacuation consists 
of a combination of pedestrian and vehicle movement, the 
interactions between these factors must be considered. 

In a similar manner, planning for recovery requires a 
comprehensive analysis of end-to-end movements. In a seaport 
environment, this includes thorough examination of vessel 
capacities, tug and pilot resources, berth availability, and 
terminal throughput, all within the constraints imposed by 
geography, landside accessibility, and transportation network 
capacity. 

Until recently, this sort of comprehensive analytical effort has not 
been successfully undertaken. Through its project entitled 
“Development, Implementation and Maintenance of a 
Customized Evacuation and Recovery Model and Simulation 
Tool (CMST),” the Port Authority of New York & New Jersey is 
developing and implementing such a solution. Working in concert 
with a contractor team led by Delcan Corporation, PANYNJ 
deployed this solution in July, 2012. 

The CMST offers a systematic approach to planning for, and 
responding to, current and future threats. It involves the 
application of a suite of modeling and simulation tools to analyze 
the evacuation of the Port Newark/Elizabeth Marine Terminals 
(PNEMT) and Newark Liberty International Airport (EWR) in 
the event of a disaster, and the recovery of normal operations at 
PNEMT after the threat clears. The tool consists of the following 
three components: 

• A road traffic model, overlaying evacuation and recovery 
vehicles onto existing traffic conditions 

 • A Pedestrian Evacuation Model (PEM), which establishes the 
rate at which pedestrians are evacuated from EWR facilities to 
points where they board vehicles or reach other pre-defined 
destinations on EWR property 

 • A harbor model, evaluating the rate at which PNEMT facilities 
and the Captain of the Port Zone can resume normal operations 
after an evacuation 

The tool consists of a graphical user interface (GUI) through 
which emergency managers and operations planners can input 
values for a variety of parameters and execute simulations that 
provide comparative results. Based on these results, which are 
presented in terms of measures of effectiveness (MOEs) such as 
time to evacuate, evacuation rate, and time to recover, the user 
can assess the effectiveness of various response strategies. 

Key to the system’s success is that it does not require modeling or 
simulation expertise to operate. Users need only have an 
understanding of response capacity, such as the number of each 
of various types of vehicles available for evacuation, the number 
of individuals to evacuate, and the likely distribution of 
pedestrians between multiple pick-up points. 

The CMST represents a first-of-its-kind, integrated planning and 
operations support tool that has the ability to be customized to 
model and simulate evacuation and recovery operations at any 
type of facility. Its successful deployment in the Newark 
Airport/Port Newark & Elizabeth Marine Terminal complex 
offers evidence of its value as a decision-support tool. 

Keywords-evacuation, simulation, port, airport, recovery, on-
line, near real-time 

I.  INTRODUCTION 
The CMST is primarily intended as a decision-support tool 

for use by operations and planning staff within PANYNJ. The 
key design imperatives for the tool were: 

• User friendliness – The principal intended users are not 
modelers, so CMST needed to be configured to be used 
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by staff without modeling and simulation expertise, and 
the interface needed to provide straightforward means to 
enter important operational information. 

• End-to-end analysis – Evacuation analysis requires the 
examination of the movement of people from a point 
within a threat area to a point outside the threat area. This 
must include the transition among different modes of 
transportation and the externalities of traffic and other 
roadway conditions. Recovery analysis similarly requires 
end-to-end analysis, including the movement of vessels 
and trucks that transport goods to and from the terminals. 
The CMST needed to encompass pedestrian, vehicle and 
vessel movement, all within the operational context in 
which they move, and produce unified, comprehensive 
output. 

• Clear, quantitative results – CMST is intended to be a 
decision support tool. Hence, the results it produces must 
provide actionable intelligence. If users are to make 
planning and operations decisions—some of which 
involve investment and others which require actions by 
external entities—then the results must be easily 
understood and numerically-grounded. 

II. KEY CHARACTERITICS OF CMST 

A. Why Would I Use It? 
CMST offers users key capabilities along three major 

dimensions: 1) Improved emergency planning; 2) More 
effective response; and 3) Justification for investment. A closer 
examination reveals how the tool provides these capabilities to 
the users. 

Emergency planning can be improved through the delivery 
of numerical assessments of response plans. When comparing 
alternate actions, CMST provides numerical and graphical 
output that allows for direct comparison between the results of 
each response plan. The CMST also serves as a support tool for 
inter-agency cooperation. If one entity seeks the cooperation of 
another, CMST allows the combined results to be demonstrated 
in a manner that clearly identifies the collective benefit of the 
cooperative action versus an uncoordinated or singular 
response. Planning is also improved by the tool because it 
allows for an extensive array of input and condition 
combinations, which allows the user to examine a very large 
number of response plans in a very short period of time. 

The CMST was designed primarily as a planning tool, but it 
also has been developed to support near-real-time operations 
decisions, thereby offering the capability to better manage 
response. Given a predefined set of evacuee data, the tool can 
execute an evacuation simulation typically in less than 1 
minute. This is especially useful in instances where an 
unexpected event occurs (e.g., an accident closes a roadway) 
because a user can quickly conduct a comparative assessment 
of alternative actions to adjust a predetermined strategy. In 
these circumstances the tool provides fast results with the detail 
necessary for decision-making. 

In addition to the ability to support planning and operations 
decisions, the CMST also offers users the capability to conduct 

assessments of the relative value of resource expenditures. 
Though costs are not factored into the tool, it can provide clear, 
demonstrable assessment of resource implications. For 
instance, if the user needs to better understand the relative 
effect of adding evacuation vehicles, the tool allows for the 
comparison of any number of alternatives to the baseline 
number. Just as importantly, the CMST produces results in a 
format that is user-friendly and well-suited for executive 
demonstration. 

B. What Does It Produce? 
The CMST is intended to provide decision support for two 

different activity types—evacuation and recovery. As such, the 
results it produces need to offer decision makers with 
information that supports planning and operations along these 
two dimensions, all in forms that are easy to understand and 
communicate quickly. This capability was incorporated into the 
tool through the use of measures of effectiveness (MoEs) 
presented using graphical representations accompanied by 
numerical output. The basic MoEs are: 

MOE #1: Time to Evacuate PANYNJ Property. This MOE 
describes the time required to fully evacuate the EWR 
and/or PNEMT facilities given response plan inputs.    

MOE #2: Number of Evacuees Remaining on Site. This MOE 
can be used to forecast how many evacuees will remain 
within the facility after set time intervals. 

MOE #3: Time to Evacuate Pedestrians. This pedestrian 
evacuation MOE quantifies how long the pedestrians will 
take to reach one of the vehicles (car, bus, train) used to 
evacuate them from EWR. 

MOE #4: Time to Recover Harbor Operations. This MOE 
reflects the time it will take for the vessel queue within the 
NY Harbor Captain of the Port Zone (COTPZ) to return to 
“normal” conditions. Normal is defined as when the ships 
in the model are at or en route to their assigned destination 
(includes anchorages). 

MOE #5: Traffic Congestion During Recovery. This MOE is 
intended to measure the congestion produced by the extra 
trucks brought in and out of PNEMT during recovery. It is 
the difference between the average delay measured during 
recovery and the one measured during ordinary conditions. 

C. Why Should I Trust It? 
Simulation tools such as CMST rely on the ability of the 

underlying modeling tools to reliably predict the outcomes 
associated with the defined set of inputs. This reliability is 
typically tested through calibration and validation. For this 
project, it was determined that the traffic simulation tool 
needed to be calibrated and validated in order to ensure that the 
traffic movements built into the model reflected realistic 
values. 

Identify applicable sponsor/s here. (sponsors) Identify applicable sponsor/s here. (sponsors) 
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Calibration is a Process where the analyst selects the model 
parameters that cause the model to best reproduce field-
measured local traffic operations conditions. Validation is 
Process where the analyst checks the overall model-predicted 
traffic performance for a street/road system against field 
measurements of traffic performance, such as traffic volumes, 
travel times, average speeds, and average delays. 

Because evacuation of the PANYNJ facilities (see the red 
outlines in Figure 1) requires the movement of vehicles onto 
the surrounding road network in the Newark and Elizabeth, NJ 
region (depicted in Figure 1 as the series of lines), it was 
necessary to calibrate and validate the model using actual 
traffic data from the region. 

FIGURE I. CMST ROADWAY NETWORK REPRESENTATION 

 
As part of the process, validation targets were established 

for link counts, total counts, travel speeds, and bottlenecks 
across the roadway network. The calibration and validation 
results indicated that available counts were matched to within 
acceptable reasonable targets, and total counts matched well 
(correct magnitude of traffic). Travel speeds matched well for 
some segments, but weren’t able to capture some reduced 
speeds from toll plaza delays (limited data samples limited 
usefully of comparison). Bottlenecks and general areas of 
congestion qualitatively matched against the local modeler’s 
knowledge of typical conditions. 

At the end of the calibration and validation effort, it was 
statistically determined that the CMST traffic properly 
represents: 1) Operations on the Port Facilities during an 
evacuation; 2) The evacuation routes and potential bottlenecks; 
and 3) Analysis potential for queue spillback that would inhibit 
traffic leave the Port Facilities. 

D. How Does It Work? 
Because it was intended from the start to support 

comprehensive planning and operations, CMST was 
architected to directly integrate the separate models into a 
unified tool. This was accomplished along two dimensions. For 
user control and interaction, a common operating picture 
(COP) viewer was developed that allowed for access to each 
tool to enter input and select scenario characteristics. For actual 
execution of simulation scenarios, the tool was designed to 
facilitate the exchange of output and input values between the 
separate models. Hence, for conducting an evacuation 
simulation, the output from a pedestrian evacuation scenario is 
accessible for use as input to the traffic model.  

This process is depicted at a high level in Figure II. As 
shown in the figure, the pedestrian model encompasses the 
movement of pedestrians from EWR building exits to where 
the pedestrians enter vehicles. The traffic model takes these 
results and simulates the entry of those vehicles onto the 
regional roadway network and their interactions with 
background traffic. Though pedestrian movement is not 
modeled at the PNEMT facilities, the vehicles used for 
evacuation are included in the traffic model. 

 
FIGURE II. CMST EVACUATION SIMULATION OVERVIEW 

 
Under this design approach, users can select from a library 

of previously-run pedestrian scenarios and run several 
evacuation scenarios, in any combination. For instance, two 
pedestrian evacuation scenarios can be run with one or more 
input values changed, and two traffic simulations can be run 
simultaneously to compare output values to assess the effects 
of the various input values. 

In a similar manner, the port recovery simulation uses 
output from the port model as input to the traffic model. Users 
can set up and execute port recovery simulations to examine 
differences associated with various response actions and 
system conditions, and the results can be used to assess the 
effects of the port recovery on the overall roadway network 
both on the port property and in the region surrounding the 
facility. The CMST recovery simulation approach is depicted 
in Figure III. 
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FIGURE III. CMST RECOVERY SIMULATION OVERVIEW 

 
The port model includes components to simulate the 

movement of vessels in NY Harbor and to simulate the 
movement of containers onto and off vessels and through the 
terminal gates. The port model generates outbound truck trips 
which are then used as input to the traffic model, and the traffic 
model is used to simulate the availability of inbound trucks to 
support terminal operations.  

III. USING CMST 
The key design imperative from a user perspective was the 

requirement to make the tool usable and useful for non-
modelers. With this principle in mind, the development team 
designed a user interface that provides the necessary flexibility 
to enable users to input and adjust a wide array of input 
parameters, kickoff simulations and review results. 

The underlying interface is a common operating picture 
(COP) built on a GIS platform, through which users can access 
all of the CMST functions, interact with geographically coded 
features and view results in various formats. 

A. Common Operating Picture 
The CMST COP viewer—and by extension, the entire 

tool—is accessible via the Internet using a standard browser 
equipped with Flash software. From the home screen, which is 
shown in Figure IV, the user can access all of the functions of 
the tool. 

FIGURE IV. CMST COP VIEWER HOME SCREEN 
 

 

B. Evacuation Simulations 
From this starting point the user can set up a traffic 

simulation (the vehicular portion of an evacuation or recovery) 
through a set of pop-up menus similar to the one shown in 
Figure V. 

FIGURE V. CMST TRAFFIC SIMULATION INPUT SCREEN 
 

 
Users can specify the evacuation (or recovery) context in 

the top half of the screen and the response plans in the bottom 
half. Context inputs include the following: 

• Evacuation Scope. The user can select to simulate an 
evacuation from either EWR or PNEMT, or both, or 
the recovery of the port, including PNEMT.  

• Simulation Start Time. The user can set the event start 
for the present time or for some date and time in the 
future.  

• Road Weather. Here the user can select from a drop 
down list that sets the weather conditions for the 
simulation. These include good or light rain, heavy 
rain, or snow.  

• Traffic Events. The user can either manually input 
information regarding traffic events such as accidents, 
road and lane closures, and congestion, or they can 
import information from TRANSCOM, the traffic 
management and information provider for the region. 
Because events there are frequent, users can also 
indicate if an event is taking place at the Meadowlands 
sport complex during the evacuation. Each of these 
inputs alters the background traffic used in the model. 

• Traffic Modifier Profile. The tool was primarily 
intended to support analysis only of a local evacuation 
of the PANYNJ facilities. However, the user can 
modify the background traffic to reflect changes in 
traffic volumes that might result from a wider 
evacuation. Changes made here are applied to the 
historical volume and speed data that the model uses 
for base analysis. 

• EWR Evacuee Profile. This is where the user selects 
which output set from the pedestrian evacuation will be 
used for the simulation. The user can also select the 
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Pedestrian Simulation button, which takes them to the 
screen to create new EWR evacuee profiles. 

• PNEMT Evacuee Profile. The user can input values 
here for the number of people and vehicles that would 
be evacuated from each of the terminals in PNEMT. 

The bottom half of the input window is where the user can 
set up and run up to four simultaneous simulations. Here the 
user specifies the range of response actions that are to be 
simulated. These conditions can be different for each 
simulation, and are summarized below: 

•  Simulation Name. This is a free-form text field to be 
used by the user to name each simulation. 

• Traffic Diversions. Here the user can define any traffic 
control measures (e.g., lane closures, road closures, 
etc.) they would like to enforce during the response. 

• PNEMT Operations Actions: Through this selection 
the user can alter the outgoing distribution of traffic, 
the number of lanes open, the processing time per 
truck, and the number of trucks pulling trailers that will 
be permitted to leave each PNEMT terminal, and 
whether contraflow measures will be used. 

• EWR Operations Actions: The user can alter the 
outgoing distribution of traffic and set values for the 
minimum number of occupants in each automobile 
leaving the airport. 

One the parameters have been set, the user simply clicks the 
“Start Simulation(s)” button to trigger the execution of the 
simulation(s). The user can then track the progress of 
simulations (which usually take less than 1 minute to run) and 
view results. 

Pedestrian simulations are defined and run through a 
remote desktop connection because the tool used for pedestrian 
simulation is not available in an on-line (browser-accessible) 
format. However, the data entry and simulation control 
mechanisms are equally user-friendly. The screen capture in 
Figure VI offers a brief look at the user interface for the 
pedestrian simulation tool.  

Figure VI. CMST PEDESTRIAN SIMULATION INTERFACE 
 

 

As with the web interface used for the management of the 
overall tool, this interface utilizes an easy-to-use series of drop 
down menus and data entry fields that allow the user to enter 
pedestrian information, including the following: 

• Number of Evacuees. The user can input the total 
number of evacuees in each of the three EWR 
terminals. The tool defaults to an average value 
provided by EWR staff.  

• Evacuee Destination. Evacuees can be assigned to 
originate from each terminal and proceed by foot to 
either curbside or remote pickup by bus, to autos in any 
of the EWR parking facilities, or to the AirTrain, in 
any proportion desired by the user. 

• Evacuation Modes.  The user can determine the 
number, capacity and arrival rate of all evacuation 
assets. 

Once the user has defined the input parameters, they can 
execute and store the results of each simulation with a variety 
of naming and keyword identifier options. They can also view 
the results of pedestrian evacuations to vehicles directly in the 
pedestrian model interface in order to examine the data at a 
more detailed level. 

C. Recovery Simulations 
Recovery simulations are configured and triggered in the 

same manner—and using the same interface—as the vehicular 
evacuation scenarios. However, the port recovery simulation 
has two distinct parts. 

The first part deals with the simulation of the movement of 
vessels from anchorage—which is where they would be if the 
port facilities were closed because of an event—to assigned 
berths within PNEMT or to other locations within NY Harbor. 
The second part deals with the landside movement of trucks 
into and out of the terminals, and to and from the regional 
roadway network. 

Figure VII shows the port recovery simulation user 
interface main screen used for the configuration and execution 
of the waterside operations simulation. 

Figure VII. CMST PORT RECOVERY SIMULATION INTERFACE 
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Users can specify the port recovery context in the top half 
of the screen and the response plans, or “Operations Actions,” 
in the bottom half. Context inputs include the following: 

• Simulation Start Time. The user can set the event start 
for the present time or for some date and time in the 
future.  

• Vessel Queue List. From here, the user can select from 
a list of pre-entered lists of vessels in the model, or 
select “Edit” to create or modify a list. Within the edit 
function, the user is able to download a list of vessels 
currently in the harbor from the US Coast Guard’s 
Automatic Identification System. The user can then 
specify a series of characteristics for each vessel, 
including size, number of containers to be loaded and 
offloaded, and vessel destination. 

• Fuel Barge List. The user can select from a list of pre-
entered lists of fuel barges in the model, or select 
“Edit” to create or modify a list. 

• Environmental Conditions. Through the interface the 
user can enter information regarding three Vessel 
Traffic Service (VTS) measures: Visibility < 1 mile, 
Visibility < 0.5 mile, and High Winds > 34 knots. 
Additionally, the user can specify when these 
conditions are expected to begin and end. 

• Available Berths. Here the user can specify which 
berths at PNEMT are open or closed during the 
simulation period. 

The bottom half of the input window is where the user can 
set up and run up to three simultaneous simulations. Here the 
user specifies the range of response actions that are to be 
simulated. These conditions can be different for each 
simulation, and are summarized below: 

•  Simulation Name. This is a free-form text field to be 
used by the user to name each simulation. 

• Operations Profiles. Here the user can set values for 
landside and waterside asset utilization , including the 
number of entrance and exit lanes available at the three 
main container terminals within PNEMT, as well as the 
percent of freight to be moved by rail. The user can 
also specify the number of tugs and docking pilots 
available during the recovery simulation, the duration 
of the harbor shutdown, and whether meeting and 
overtaking zones will be permitted. 

One the parameters have been set, the user simply clicks the 
“Start Simulation(s)” button to trigger the execution of the 
simulation(s). The user can then track the progress of 
simulations (which usually take less than 1 minute to run) and 
view results. 

Figure VIII shows the port recovery simulation user 
interface main screen used for the configuration and execution 
of the waterside operations simulation. By selecting the 
PNEMT Recovery radial button, the user is presented with the 
input requirements for the landside recovery traffic impact 
simulation. 

Figure VIII. CMST PNEMT RECOVERY TRAFFIC SIMULATION INPUT 
SCREEN 

 

 
 

As with evacuation simulations, users can specify the 
recovery context in the top half of the screen. Context inputs 
include the following: 

• Evacuation Scope. The user is presented with this 
screen when PNEMT Recovery is selected.  

• Traffic Events. The user can either manually input 
information regarding traffic events such as accidents, 
road and lane closures, and congestion, or they can 
import information from TRANSCOM, the traffic 
management and information provider for the region. 
Because events there are frequent, users can also 
indicate if an event is taking place at the Meadowlands 
sport complex during the evacuation. Each of these 
inputs alters the background traffic used in the model. 

• Traffic Modifier Profile. The tool was primarily 
intended to support analysis only of a local evacuation 
of the PANYNJ facilities. However, the user can 
modify the background traffic to reflect changes in 
traffic volumes that might result from a wider 
evacuation. Changes made here are applied to the 
historical volume and speed data that the model uses 
for base analysis. 

• Recovery Profile. This is where the user selects which 
output set from the Port Recovery simulation will be 
used for the landside recovery traffic simulation. The 
user can also select the Port Simulation button, which 
takes them to the screen to create new recovery profile. 

One the parameters have been set, the user simply clicks the 
“Start Simulation(s)” button to trigger the execution of the 
simulation(s). The user can then track the progress of 
simulations (which usually take less than 1 minute to run) and 
view results. 

D. Presentation of Results 
CMST provides several options regarding the presentation 

of results. All include a combination of graphic depictions of 
simulation output and access to data files that allow the user to 
perform secondary analysis. 
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Results from the pedestrian model are viewed through the 
pedestrian simulation interface. The results can be viewed 
graphically in different formats, as shown in Figure IX and 
Figure X below.  

Figure IX. CMST PEDESTRIAN SAMPLE SIMULATION RESULTS 
 

 
Figure X. CMST PEDESTRIAN SAMPLE SIMULATION RESULTS 

 

 
The real power of this form of depiction is that it allows for 

clear, concise presentation to users and decision makers. It 
permits the user to overlay results from multiple simulations on 
the same graph so those in need of the information can see not 
only the total evacuation time, but how the evacuation 
progresses with time. 

The results from the traffic evacuation, traffic recovery, and 
port recovery simulations are also presented graphically, as 
depicted in the examples in Figures XI, XII and XIII, 
respectively. 

In the output sample in Figure XI, the user is provided 
curves that represent the number of evacuees remaining on site 
at EWR and PNEMT throughout the evacuation, and the total 
time to evacuate each facility. Additionally, the user can place 
the cursor on either curve to see the number of evacuees 
remaining at that particular point in time. This allows the user 
to examine how the evacuation would progress from its starting 
point. 

  

Figure XI. CMST EVACUATIONTRAFFIC SAMPLE SIMULATION RESULTS 
 

 
 

In the output sample in Figure XII, the user is provided 
curves that provide a comparison between typical roadway 
congestion and the congestion that would result from a 
PNEMT facility recovery operation. In the example, the 
difference is clearly illustrated by the separation between the 
two curves—one which shows average delay per vehicle on a 
normal Sunday and the average delay under the conditions 
input by the user for the recovery simulation. 

Figure XII. CMST RECOVERY TRAFFIC SAMPLE SIMULATION RESULTS 
 

  
The output sample in Figure XIII shows one dimension of 

the port recovery simulation output. The “Vessels in Queue” 
tab offers a view of the profile of the time required to process 
the vessels in queue and put them in motion towards a specific 
berth. Additional tabs provide the user with graphical 
representations of tug and docking pilot use, trucks entering 
terminal gates, and trucks exiting terminal gates. 

As with the evacuation simulation results, the user can 
place the cursor on either curve to see data for data associated 
with that particular point in time. This allows the user to 
examine how the recovery would progress from its starting 
point. 
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Figure XIII. CMST PORT RECOVERY SAMPLE SIMULATION RESULTS 
 

 

IV. FUTURE APPLICATIONS OF CMST 
Owing to its modular design and use of integrated 

functionality, CMST has the potential to be expanded to 
encompass additional facilities and a larger geographic area. It 
can also be adapted to any other location, provided data is 
available to characterize the traffic on the roadway network, 

and local stakeholders are willing to commit to provide the 
operational information required to define scenarios and 
execute simulations. 
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Recently, researchers have tackled difficult voice biometrics 
problems that resonate with the defense and research 
communities. These problems include non-ideal recording 
conditions that are frequently found in operational scenarios, 
such as noise, reverberation, degraded channels, and compressed 
audio. In this article, we highlight SRI’s innovations that resulted 
from the IARPA Biometrics Exploitation Science & Technology 
(BEST) and the DARPA Robust Automatic Transcription of 
Speech (RATS) programs, as well as SRI’s approach for codec-
degraded speech. We show how these advancements support the 
case for the biometrics community adopting the use of speaker 
recognition. 

Keywords: voice biometrics, speaker recognition, forensics 

I. INTRODUCTION 
During the previous few years, voice biometrics technology 
(aka speaker recognition) has overcome many obstacles that 
prevented its wide, trusted use. In particular, the research 
community has tackled difficult speaker biometrics problems in 
the context of defense and intelligence research programs. In 
this paper, we review the latest innovations in speaker 
recognition that resulted from two programs and show how 
these advancements support the case for adopting the use of 
speaker recognition by the community of biometrics users. 

SRI has a long and successful track record in speaker 
recognition, both for its academic performance and for its many 
pioneering innovations, like using higher-level features such as 
prosody or employing speech content to improve the accuracy 
of speaker recognition. 

In this work, we highlight SRI’s innovations achieved 
during recent defense- and intelligence-related programs. First, 
we review the robustness of systems to noisy and reverberant 
environments as demonstrated under the IARPA BEST 
program. Further, we show how speaker recognition 
technology has overcome the very hard challenges posed by the 
DARPA RATS program, which is focused on achieving high-
accuracies for speaker- and language-identification problems in 
extreme channel-degraded environments, such as that of push-
to-talk radios. Finally, we highlight our pioneering work in 
mitigating the effect of audio compression on speaker 
recognition, showing results on a variety of codec families.  

II. SPEAKER RECOGNITION  

A. Overview 
The core speaker recognition task is usually defined as a 
detection problem (i.e., determining whether a specified target 
speaker is speaking during a given segment of speech). More 
explicitly, one or more samples of speech data from a speaker 
(referred to as the “target” speaker) are provided to the speaker 
recognition system. These samples are the “training” data. The 
system uses these data to create a “model” of the target 
speaker’s speech. Then a sample of speech data is provided to 
the speaker recognition system. This sample is referred to as 
the “test” segment. Performance is judged according to how 
accurately the test segment is classified as containing (or not 
containing) speech from the target speaker. 

Metrics that reflect accuracy are related to a typical 
hypothesis test (i.e., based on false positives (referred to as 
false alarms) and false negatives (misses)). A specific version 
of Receiving Operator Curve (ROC) is usually used, called 
Detection Error Tradeoff curve (DET) [15]. In this work, we 
report equal error rates (EER), where false alarm and miss rates 
are equal, or the false alarm rate at a particular miss rate. 

B. Challenges 
As for any detection task, the main challenge of speaker 
recognition is extracting features that will represent a speaker 
in the same manner independently of variations that can occur 
in the observations. Minimizing the intra-class variability while 
maximizing the inter-class variability is our goal. 

Speech is a complex signal, and many possible variations of 
that signal exist for the same individual. During the previous 
few years, the community has tackled the problem of extrinsic 
variability and how to factor out extrinsic variability from the 
speaker model (sometimes referred to as channel compensation 
in articles). This kind of variability is detrimental to high 
accuracy speaker recognition. Indeed, recorded speech varies 
as a function of many factors that are not a function of the 
speaker’s identity, including: 

• Acoustic environment (e.g., background noise) 
• Channel (e.g., microphone, handset, recording equipment) 
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• High signal-to-noise ratio (SNR) 
• Audio degradation through compression  
• Speaker’s physical condition (emotion, intoxication, 

illness) 
• What is said (text-independent versus text-dependent) 
• Speaking context (level of formality, planning, language) 

C. SRI Approach for Mitigation and High Robustness 
SRI’s approach to these challenges is to handle the problem at 
every step of the speaker recognition pipeline, and to make 
each pipeline stage robust to undesired variations.  

SRI’s system uses multiple types of features extracted 
from speech, which are then modeled using advanced machine 
learning. The systems are then optimally fused by also 
accounting for meta-information automatically extracted from 
the audio signal. We briefly present these steps below, but 
their combined use is what achieves maximum accuracy, as is 
demonstrated later in this document. 

1) Feature Diversity 
A successful approach to speaker verification is to combine 
different knowledge sources by separately modeling them and 
by fusing them at the score level to produce the final score that 
is later thresholded to obtain a decision. Combinations of 
systems are most successful when the individual systems 
being combined are significantly different from each other.  

Prosody—the intonation, rhythm, and stress patterns in 
speech—is not directly reflected in the spectral features. SRI 
has pioneered the use of this information, showing great effect 
in combination with traditional features [16]. The state-of-the-
art approach to extracting prosodic features is to compute the 
pitch and energy contour in the signal using Legendre 
polynomial coefficients. 

We also use spectral-based features, many of which were 
developed specifically for noise-robustness under the RATS 
program. These include perceptual linear prediction (PLP) 
features and mel-frequency cepstrum coefficients (MFCC)— 
the standard features used in speech recognition. In addition, 
we use medium duration modulation cepstrum (MDMC) 
features [2], which extract modulation cepstrum-based 
information by estimating the amplitude of the modulation. 
Power-normalized cepstral coefficient (PNCC) features use a 
power law to design the filter bank as well as a power-based 
normalization instead of a logarithmic one. Mean Hilbert 
envelope coefficient (MHEC) features [4] use a gammatone 
filter bank instead of the Mel filter bank, and the filter bank 
energy is computed from the temporal envelope of the squared 
magnitude of the analytical signal obtained using the Hilbert 
transform. Subband autocorrelation classification (SACC) [7] 
provides a pitch estimate from an estimator that is trained 
using a multilayer perceptron. These features are referred to as 
PROSACC in this article.  

Please note that not all features are used in the experiments 
to follow in the next section. 

2) Advanced Modeling 
Recently, the speaker-verification community has enjoyed a 
significant increase in accuracy from the successful 
application of the factor analysis framework. In this 
framework, the i-vector extractor paradigm [11] along with a 
Bayesian backend is now the state-of-the-art in speaker 
verification systems. An i-vector extractor is generally defined 
as a transformation where one speech utterance with variable 
duration is projected into a single low-dimensional vector, 
typically of a few hundred components. 

The low rank of the i-vector itself opened up new 
possibilities for the application of advanced machine-learning 
paradigms that would have been otherwise too costly with the 
very high dimensionality used by most earlier systems. 
Probabilistic linear discriminant analysis (PLDA) [12, 13] has 
proved to be one of the most powerful techniques for 
producing an acceptable verification score. In this model, each 
i-vector is separated into a speaker and a channel part, 
analogous to the formulation in the Joint Factor Analysis 
framework [4]. 

SRI uses this state-of-the-art technology in its standard 
pipeline, but also pioneered its use for robustness against 
highly degraded conditions, such as additive noise [17]. 

3)  Metadata Extraction 
SRI’s pipeline can account for metadata information about the 
audio recording. Instead of relying on annotated data, or 
developing specific systems, we proposed a universal audio 
characterization system that extracts metadata information 
based on the i-vector [18]. We can thus detect if an audio 
recording contains certain kinds of noise, channels, or the 
speaker’s gender. The fusion process will adapt to the detected 
conditions in making its verification decision. 

4) System Fusion and Calibration 
Fusion of systems is performed either at the score level or at 
the i-vector level. At the score level, system fusion is 
performed using logistic regression with a cross entropy 
objective [8], the standard fusion approach in speaker 
recognition. This approach offers the benefit of producing 
calibrated scores, treatable as log-likelihood ratios, which are 
ideal for forensic comparisons and decisions. 

As mentioned in [18], we developed a component that 
takes into account the metadata extracted from the universal 
audio characterization system. A modified version of the 
logistic regression fusion algorithm is used so that log-
likelihood ratios are still produced but are biased depending on 
the mismatch in metadata between the enrollment and test 
utterances. 
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Figure 2.  SRI speaker recognition system results on the IARPA BEST variations of interest. Up to 10x imporvements can be observed after enabling 
multiple SRI’s innovation compared to the baseline. 

 

III. ROBUSTNESS TO DEGRADED AUDIO RECORDINGS 
In this section, we highlight the impact of SRI’s approach for 
different types of degraded audio conditions and other extrinsic 
variations. We look at experimental results first in the IARPA 
BEST program for noise and reverberant speech as well as 
cross-language trials. We then show results on highly degraded 
channels from the RATS program. We conclude by showing 
our systems performance on compressed audio waveforms. 

A. Noise, Reverb, and Cross-Language Verification 
The IARPA BEST program1 significantly advanced the state-
of-the-science for biometrics technologies. Under this program, 
the speech track was focused on substantially improving the 
accuracy of speaker recognition under non-ideal conditions.  

Figure 1.  Variations of interest in the IARPA BEST program. 

The variations of interest are depicted in Figure 1, and fall 
into three categories: 

• Intrinsic: Vocal effort, Speech style. 
• Extrinsic: Channel, Noise, Reverb, ...  
• Parametric: Language, Age, Duration, … 

To evaluate speaker recognition accuracy on multiple 
variations, SRI created the PRISM dataset [19], building on 
data previously collected by LDC. The PRISM corpus 

                                                             
1

http://www.iarpa.gov/Programs/sc/BEST/best.html 

emulated conditions of interest to the BEST program by 
creating trials from waveforms degraded by adding noise or 
reverberation2. 

In Figure 2, we show the benefit of SRI’s comprehensive 
approach by showing the increase in speaker recognition 
accuracy for every step of the pipeline. 

The conditions defined in the PRISM set and represented 
in the horizontal axis of the figure are:  

• telphn: telephone calls 
• intmic: microphone recordings in an interview setting 
• telall: telephone calls over landline but also 

microphones 
• voc: vocal effort: low and high 
• lang: Trials made of languages other than English 
• noise: Clean signals degraded with real noise samples 

at different SNR levels ranging from 20 dB to 6 dB. 
• reverb: Clean signals degraded with artificial reverb at 

reverb times (RT) of 0.3, 0.5, and 0.7 seconds 
The baseline system is SRI’s standard recognition pipeline 
without the mitigation mechanism for the variations of 
interest. 

The robust system uses an enhanced i-vector PLDA model 
designed to be robust to the variations of interest in BEST. 
Improvements are highly significant, reducing error by a 
factor of 10 times on the noise condition while also improving 

results for “cleaner” conditions like telephone calls. 

                                                             
2

The PRISM data set is available online at https://code.google.com/p/prism-
set/ 
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The robust + prosody system is a system fusion of low-
level features used in the baseline and robust systems with a 
speaker recognition system based on prosodic information. We 
see that an additional improvement can be observed, 
especially in the language and vocal effort condition.  

Finally, we enable metadata extraction and handling in the 
robust + prosody + metadata system to obtain additional 
improvements for the noise and reverb condition (note that the 
metadata extractor was designed to extract only the noise and 
reverb characteristics in the signal). 

To summarize, we have shown how SRI tackled the 
challenging problem in the BEST program of mitigating the 
effect of multiple, undesired variations. We succeeded by 
making every step of our pipeline more robust so that the 
compounding effect would benefit all conditions in ensemble. 

B. DARPA RATS: Speaker Identification in Noise and 
Channel Degraded Audio Conditions 

The DARPA RATS program aims at developing robust 
processing methods for speech acquired from highly degraded 
transmission channels. The four tracks pursued in RATS are 
(1) speech-activity detection, (2) keyword spotting, (3) 
language identification, and (4) speaker identification—the 
last of which is described in this section. Successful speaker 
identification in this environment required a robust system 
using multiple streams of noise-robust features that were 
combined at a later stage in an i-vector framework [20]. 

The audio recordings [3] used in the RATS program are 
severely degraded with additive noise, channel-convolved 
noise, bandwidth limitations, and frequency shifting. 
Telephone conversations are re-transmitted over eight 
different military transmitter/receiver combinations. All the 
data was retransmitted across all the channels and re-recorded, 
resulting in more than 100,000 files. The core languages from 
which speakers are selected are Levantine Arabic, Farsi, Dari, 
Pashto, and Urdu.  

The RATS SID task was defined as a speaker-verification 
task where each speaker model was trained using six different 
sessions. A trial was designed using one speaker model and one 
test session. The transmission channels of the six different 
sessions were picked randomly to have speaker models trained 
on multiple transmission types. Some of the trials were thus 
performed on the channels seen in enrollment, while others 
were not. The primary metric was defined as the percentage of 
misses at a 4% false alarm rate. Multiple duration 
configurations for the enrollment and tests were of interest in 
this evaluation. Eight conditions were formed with durations of 
3, 10, 30, and 120 seconds for the input files (Table 1). Note 
that an enrollment duration of 10 seconds denotes that speaker 
models were trained using six sessions, each with 10 seconds 
of nominal speech activity. 

TABLE I.  ENROLL AND TEST DURATION COMBINATIONS. 

Test (seconds) 

Enroll 
(seconds) 

3 10 30 120 

3 X X X  

10 X X X  

30   X  

120    X 

The system was composed of five different features: PLP, 
MDMC, MHEC, PNCC, PROSACC. For the i-vector 
framework used by all feature streams, we used universal 
background models (UBMs) with 2048 diagonal covariance 
Gaussian components trained in a gender-independent fashion. 
The PROSACC systems used 1024-component UBMs. The i-
vector dimensions of 400 were further reduced to 200 
dimensions by LDA (in the case of PROSACC, 200D i-
vectors were reduced to 100D), followed by length 
normalization and PLDA. 

Figure 3.  SRI speaker recognition system results on the DARPA RATS development set. 
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Figure 5.  EER of clean and codec-degraded evaluation data using a clean 
speech PLDA model. 

 
Figure 4. EER of clean and codec-degraded evaluation data using a 
PLDA model trained on clean, noisy, reverberated and codec-degraded 
speech (overlaid on EER from the “unseen codec” PLDA). 

 

 The i-vector fusion consists of concatenating each i-
vector from each stream into a single vector before 
employing the PLDA backend. The i-vector dimensions are 
first reduced using LDA, and only after concatenation does 
a second dimensionality reduction shrink the total 
dimension to 200. Fusion of systems at the score level was 
performed using logistic regression and a binary cross-
entropy objective [6], the standard fusion approach in 
speaker recognition.  

 Results from four core conditions are provided in Figure 
3 above, showing the relative performance of the five 
acoustic features with both HMM and GMM SAD, as well 
as the gain from the final score plus i-vector fusion system 
(in dashed lines). For all durations, the MDMC and PNCC 
features with GMM SAD had the least errors. The fusion 
system was always significantly better than any single 
system, benefiting in particular from the PNCC features and 
substantially from the inclusion of PROSACC, despite the 
system’s low accuracy on its own.  

 Codec-degraded speech is commonplace in 
contemporary communications. The effect of transcoded 
speech on speaker identification and the mitigation thereof 
is necessary to sustain high identification performance. SRI 
has recently conducted some initial work to address these 
aspects [1].  

 Codec experiments involved transcoding clean 
microphone speech from the NIST 2008 and 2010 Speaker 
Recognition Evaluation (SRE) dataset using seven different 
codecs with a range of coding parameters. The codecs 
included Advanced Audio Coding (AAC); the Adaptive 
Multi-Rate (AMR) codec; Global Systems for Mobile 
communications (GSM) 6.10; MPEG-2 Audio Layer III 
(MP3); RealAudio; Speex; and Windows Media Audio 
(WMA). Readers are directed to [1] for more details on the 
codecs and experimental configuration. 

In addition to evaluating the effect of transcoded speech 
on the state-of-the-art MFCC system, we evaluated two 
noise robust features—Power Normalized Cepstral 
Coefficients (PNCC) [2] and Medium Duration Modulation 
Cepstrum (MDMC) [3]—to observe whether noise-
robustness generalizes to codec-robustness for speaker 
identification. 

 As an initial experiment, we evaluated the effect of 
transcoded speech on a system developed using only clean 
speech data. Figure 4 illustrates the considerable 
degradation to speaker identification performance attributed 
to the transcoded speech. Interestingly, the noise-robust 
features provided improved performance compared to 
MFCC on the particularly detrimental codecs, where the 
average EER was MFCC (3.06%), MDMC (2.63%), and 
PNCC (2.76%). 

Next, noisy and reverberant data was added to the PLDA 
training dataset, and the PLDA model was retrained. Noisy 
data consisted of adding babble noise to 3000 segments at 
SNR levels of 8, 15, and 20 dB, while the reverberation 
RT60 times were 0.3, 0.5, and 0.7 seconds.  

 This experiment was designed to explore whether model 

robustness to noise and reverberant data generalized to 
robustness to transcoded speech. This was supported with 
results indicating a trend similar to that found in the noise 
experiments, with a general downward trend in average 
EER with MFCC (2.93%), MDMC (2.50%), and PNCC 
(2.61%). 

 We then exposed the PLDA model to transcoded data 
degraded using codecs not used for the test sample. This 
mimics the real-world condition of evaluating test data 
degraded by unseen codecs. Interestingly, no additional 
robustness was observed by this technique, thus indicating 
that degradations from each codec are not closely correlated 
to alternate codecs. 

 Finally, the PLDA model was retrained to include all 
transcoded training data, as in the optimistic case in which 
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the test codec has already been observed by the system 
during development. Figure 5 illustrates results from the 
retrained PLDA overlaid on the “unseen codec” PLDA 
model.  

Significant improvements were found when examples of 
the codec used for model enrollment and testing were 
observed during system development. The average EER was 
for MFCC (1.74%), MDMC (2.02%), and PNCC (1.88%). 
In this case, MFCC was superior to the noise-robust features 
(with the exception of the severely degraded EERs from the 
AAC8 and RealAudio codecs). 

 Results from these experiments suggest that current 
state-of-the-art speaker identification technology is not 
sufficiently robust to codecs not observed during system 
training. Particularly severe degradations such as those 
caused by RealAudio and AAC8 codecs can be considerably 
reduced by including examples of the transcoded speech in 
system training data; however, knowing the codecs that will 
be encountered is often not possible. Given the ever-
changing nature of codec availability, SRI is currently 
researching techniques to improve speaker identification 
robustness to unseen codecs. 

IV. CONCLUSION 
In this work, we show the success of SRI’s approach to 
tackling non-ideal recording conditions for voice biometrics 
in multiple instances during the previous few years. We 
demonstrate that our comprehensive method can bring 
significant improvements in accuracy, whether dealing with 
noisy and reverberant conditions in IARPA BEST, highly 
degraded channels in DARPA RATS, or codec-degraded 
speech. SRI’s robust pipeline leverages feature diversity, 
advanced modeling, and system fusion based on audio 
metadata—key enablers of those accuracy improvements. 
Improvements in accuracy are seen with each approach 
employed in SRI’s pipeline but even more so when systems 
are combined and these techniques are used together. 

ACKNOWLEDGMENT  
This work was funded by the Office of the Director of 
National Intelligence (ODNI), Intelligence Advanced 
Research Projects Activity (IARPA), through the Army 
Research Laboratory (ARL), the Defense Advanced 
Research Projects Agency (DARPA) under Contract 
D10PC20024, and by Sandia National Laboratories. Any 
opinions, findings, and conclusions or recommendations 
expressed in this material are those of the author(s) and do 
not necessarily reflect the view of DARPA or its contracting 
agent, the U.S. Department of the Interior, National 
Business Center, Acquisition & Property Management 
Division, Southwest Branch, IARPA, the ODNI, the U.S. 
Government, or Sandia. 

REFERENCES 

[1] M. Mclaren, V. Abrash, M. Graciarena, Y. Lei, and J. Pesan, 
“Improving Robustness to Compressed Speech in Speaker 
Recognition,” to be presented in Proc. Interspeech, 2013. 

[2] V Mitra, H. Franco, M. Graciarena, and A. Mandal, “Normalized 
Amplitude Modulation Features for Large Vocabulary Noise-Robust 
Speech Recognition,” in Proc. IEEE ICASSP, 2012, pp. 4117–4120. 

[3] K. Walker and S. Strassel, “The RATS Radio Traffic Collection 
System,” in Odyssey 2012—The Speaker and Language Recognition 
Workshop, 2012. 

[4] V. Mitra, H. Franco, M. Graciarena, and A. Mandal, “Normalized 
Amplitude Modulation Features for Large Vocabulary Noise-Robust 
Speech Recognition,” in Proc. IEEE International Conference 
Acoustics, Speech and Signal Processing (ICASSP), 2012, pp. 4117–
4120.  

[5] C. Kim and R.M. Stern, “Power-Normalized Cepstral Coefficients 
(PNCC) for Robust Speech Recognition,” in Proc. IEEE International 
Conference Acoustics, Speech and Signal Processing (ICASSP). 
IEEE, 2012, pp. 4101–4104.  

[6] S.O. Sadjadi and J.H.L. Hansen, “Hilbert Envelope-Based Features 
for Robust Speaker Identification under Reverberant Mismatched 
Conditions,” in Proc. IEEE Inter- national Conference Acoustics, 
Speech and Signal Processing (ICASSP), 2011, pp. 5448–5451.  

[7] B.S. Lee and D.P.W. Ellis, “Noise Robust Pitch Tracking by Subband 
Autocorrelation Classication,” in Proc. Interspeech, 2012.  

[8] N. Brümmer, “FoCal II: Toolkit for Calibration of Multi-Class 
Recognition Scores,” August 2006, Software available at 
http://www.dsp.sun.ac.za/∼nbrummer/focal/index.htm. 

[9] C. Kim and R. M. Stern, “Feature Extraction for Robust Speech 
Recognition Based on Maximizing the Sharpness of the Power 
Distribution and on Power Flooring,” in Proc. IEEE ICASSP, 2010, 
pp. 4574–4577. 

[10]  “NIST SRE12 Evaluation Plan,” 
http://www.nist.gov/itl/iad/mig/upload/NIST SRE12 evalplan- v17-
r1.pdf 

[11] N. Dehak, P. Kenny, R. Dehak, P. Dumouchel, and P. Ouellet, 
“Frontend Factor Analysis for Speaker Verification,” IEEE Trans. 
ASLP, vol.19, May 2010. 

[12] S.J.D. Prince, “Probabilistic Linear Discriminant Analysis for 
Inferences about Identity,” in ICCV-11th. IEEE, 2007, pp. 1–8. 

[13] P. Kenny, “Bayesian Speaker Verification with Heavy-Tailed Priors,” 
in Odyssey 2010—The Speaker and Language Recognition Workshop. 
IEEE, 2010. 

[14] P. Kenny, P. Ouellet, N. Dehak, V. Gupta, and P. Dumouchel, “A 
Study of Inter-Speaker Variability in Speaker Verification,” IEEE 
Trans. ASLP, vol. 16, July 2008. 

[15] A. Martin, G. Doddington, T. Kamm, M. Ordowski, and M. 
Przybocki, “The DET Curve in Assessment of Detection Task 
Performance.” In Proc. Eurospeech, 1997, pp. 1899-1903. 

[16] M. Kockmann, L. Ferrer, L. Burget, and J. Cernocky, “iVector Fusion 
of Prosodic and Cepstral Features for Speaker Verification,” in Proc. 
Interspeech, Florence, Italy, Aug. 2011. 

[17] Y. Lei, L. Burget, and N. Scheffer, “A Noise Robust i-Vector 
Extractor Using Vector Taylor Series for Speaker Recognition,” in 
Proc. IEEE ICASSP 2013. 

[18] L. Ferrer, L. Burget, O. Plchot, and N. Scheffer, “A Unified Approach 
for Audio Characterization and Its Application to Speaker 
Recognition,” in Proceedings of the Speaker and Language 
Recognition Workshop, Odyssey 2010, Brno, Czech Republic, Jun. 
2010. 

[19] L. Ferrer et al., “Promoting Robustness for Speaker Modeling in the 
Community: The PRISM Evaluation Set,” in Proc. of SRE11 Analysis 
Workshop. 

[20] M. McLaren et al., “Improving Language Identification Robustness to 
Highly Channel-Degraded Speech through Multiple System Fusion,” 
in Proc. ICASSP 2013. 

 

Homeland Security Affairs, Supplement 6 (April 2014), HSAJ.ORG



 

© 2013 IEEE and published here with permission. Homeland Security 
Affairs  is an academic journal available free of charge to individuals and 
institutions. Because the purpose of this publication is the widest 
possible dissemination of knowledge, copies of this journal and the 
articles contained herein may be printed or downloaded and 
redistributed for personal, research or educational purposes free of 
charge and without permission. Any commercial use of this article is 
expressly prohibited without the written consent of the copyright holder, 
the Institute of Electrical and Electronics Engineers (IEEE). Homeland 
Security Affairs  is the online journal of the Naval Postgraduate School 
Center for Homeland Defense and Security (CHDS). 

http://www.hsaj.org 

Homeland Security Affairs, Supplement 6 (April 2014), HSAJ.ORG



Maritime Detection of Radiological/Nuclear Threats 

with Hybrid Imaging System 

Anthony L. Hutcheson, Bernard F. Phlips, Eric A. 

Wulf, Lee J. Mitchell, W. Neil Johnson 

High Energy Space Environment Branch 

U.S. Naval Research Laboratory 

Washington, DC, USA 

Byron E. Leas 

SRA International, Inc. 

Fairfax, VA, US

 

 
Abstract—Improved detection of weapons of mass destruction is 

one of the Science and Technology priorities of the Secretary of 

Defense for Fiscal Years 2013-2017. Unfortunately, the remote 

detection of special nuclear materials is difficult because the 

materials are not very radioactive, the radiation signatures 

decrease rapidly with distance, and faint sources of radiation can 

be obscured by naturally occurring and man-made radioactive 

sources. The Radiation Detection Section of the High Energy 

Space Environment Branch of the U.S. Naval Research 

Laboratory has developed the SuperMISTI stand-off detection 

system for maritime environments. The instrument was deployed 

at Norfolk Naval Station in July 2012 as part of the Manta 

technology demonstration to determine the on-water 

performance of the system. Detailed descriptions of the 

SuperMISTI system and its operation are given.  

Keywords-special nuclear materials; stand-off detection; coded 

aperture; gamma detection; neutron detection; maritime detection 

I.  INTRODUCTION 

The SuperMISTI detection system [1] is a hybrid detection, 
identification, and imaging system for sources of gamma-ray 
radiation at stand-off distances. The system was designed and 
built at the U.S. Naval Research Laboratory (NRL) in 
Washington, DC, and is based on the Mobile Imaging and 
Spectroscopic Threat Identification (MISTI) system [2] that 
was designed at NRL for the Department of Homeland Security 
(DHS) Domestic Nuclear Detection Office (DNDO) Stand-Off 
Radiation Detection System (SORDS) program [3]. The 
SuperMISTI system uses the high-resolution spectra of high-
purity germanium (HPGe) detectors to detect and identify 
gamma-ray sources as well as coded aperture technology and 
lower-cost NaI detectors to image and localize the detected 
sources. The system utilizes a modular design to allow the 
detection/identification and the imaging/localization portions to 
be used separately or together depending on the situation. The 
SuperMISTI system has demonstrated detection, identification, 
and localization of gamma and neutron sources in a maritime 
environment at operationally relevant stand-off distances. 

II. SYSTEM DESCRIPTION  

The complete SuperMISTI system comprises two separate 
detection subsystems: a high-purity germanium (HPGe) 
detection/identification system and a NaI imaging/localization 
system. Each subsystem is housed in a separate 20-ft 

refrigerated ISO container that provides humidity and 
temperature control, and each subsystem can run independently 
as well as together. Power for each subsystem is provided by an 
individual clip-on diesel generator capable of providing 
approximately 5 days of continuous operation. Each subsystem 
is equipped with a pair of global positioning system (GPS) 
receivers to determine location, speed, and orientation. External 
optical cameras provide digital photos of the area to be 
investigated/imaged. Electronics including iseg high voltage 
supplies [4], mesytec shaping amplifiers and peak-sensing 
VME digitizers [5], and on-board servers are mounted in 
standard electronics racks that are shock-mounted inside each 
ISO container. External Ethernet ports installed on the 
containers allow the system to be controlled externally via 
laptop or remotely via wireless communication. A detailed 
description of each individual subsystem follows. 

A. Detection/Identification 

The SuperMISTI detection/identification subsystem utilizes 
a pallet-mounted array of 24 HPGe detectors (average relative 
efficiency = 110%) that are individually shielded from above, 
below, and the sides by 0.5” lead plates. The palletized array is 
shown in Fig. 1. Foam bedding is used to protect each detector 
from vibrational and shock damage. Each HPGe detector is 
attached to a 7-L ORTEC liquid nitrogen (LN2) dewar [6] that 
is filled once daily via an automated fill system. This fill 
system eliminates the need for any “open” LN2 in the container 
and removes personnel from the dangers associated with using 
 

 

Figure 1. Pallet-mounted HPGe array. (left) Front view of array. (right) Side 

view of array installed in ISO container. 

Work conducted under the auspices of the Maritime Weapons of Mass 
Destruction Detection Program of the Office of Naval Research. 
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Figure 2. (Left) 12 × 27 lead coded aperture mounted to ISO container wall. 
(Right) 6 × 13 array of NaI detectors on opposite side of ISO container. 

LN2. Each dewar has a cryogenic solenoid valve and a 
temperature sensor on the exhaust to monitor when the dewar 
is full. The valves and sensors are plate-mounted atop the 
palletized array. Separate sensors monitor the pressure on the 
input lines.  

The combined weight of the detection/identification 
subsystem is approximately 17,000 lb. 

B. Imaging/Localization 

The SuperMISTI imaging/localization subsystem consists 
of 78 NaI detectors (Ø6”× 6”) mounted into a 6 × 13 array on 
one side of the ISO container. The entire array is shielded from 
above, below, and the sides by 1” of lead; in addition, a 1” lead 
flooring provides further shielding from background radiation 
originating from below, and an additional layer of 1” lead on 
the back wall provides shielding from the rear. Mounted on the 
opposite side of the container is a 12 × 27 coded aperture that 
comprises 162 lead blocks (6” × 6” × 2”). The coded aperture 
and the detector array are shown in Fig. 2. 

In addition to the gamma imaging detectors, a complement 
of six 

3
He detectors (Ø5.8” × 25.2”; 2.66 atm) are integrated 

into the ISO container for neutron detection. These detectors 
are mounted near the end of the container and moderated by 1” 
of high-density polyethylene on all sides. 

The combined weight of the imaging/localization 
subsystem is approximately 32,000 lb.  

C. Operation 

When operated as a single detection system, the two 
subsystems are deployed together and connected via Ethernet. 
The system is started via a simple run GUI (graphical user 
interface) that records a unique run number, start and stop 
times, and a user-input run description. Real-time system 
monitoring is accomplished via a web GUI. The web GUI 
displays an overhead map/satellite image of the area with the 
truck location and, if applicable, detected source location 
overlaid. A rate window displays the count rates for any 
detected sources as well as for the standard 

40
K and 

226
Th 

background lines. A spectrum window displays the current 
summed HPGe spectrum, and a status window alerts the user to 
any isotopes detected as well as the detection level and the 
integration time used. Finally, an optical camera image is 
displayed with, if applicable, an overlaid coded image of the 
detected source location. Currently, up to two source images 
can be displayed simultaneously on the optical camera image. 

 

Figure 3. Web GUI displaying (clockwise from the top left) an overhead 

map/satellite imagery, the count rate window, the HPGe spectrum, the 

alarm/message window, and the overlaid camera image. 
 

Source detection and identification are performed with the 
summed spectra from the HPGe detectors. Summed spectra are 
produced for integration times ranging from 1 to 120 s. The 
summed spectra are analyzed using a region-of-interest (ROI) 
method. A local database of isotope photopeaks is used to 
define ROI windows as well as left and right background 
windows in each spectrum. The net counts in each ROI are 
calculate and used to determine a Poisson survival function that 
is compared with a threshold alarm level to determine isotope 
detection. Typically, the threshold alarm level is set based on 
the desired maximum allowable rate of “false positive” 
detections in a given time period. If an alarm is triggered, the 
identity of the isotope, the detection level, and the integration 
time are logged in the database, and the user is notified via the 
status window in the web GUI. 

Once a source has been detected and identified, this 
information is used to determine a ROI in the NaI spectra; the 
width of this ROI is based on an assumed 8% resolution at 662 
keV. The counts in this ROI are used to produce a 7 × 15 coded 
image of the source. This coded image is then overlaid on an 
optical image from the external camera to produce a combined 
image that can show the source direction to the user; an 
example combined image is shown in Fig. 4.  

A single coded image merely indicates a source direction; 
however, multiple such images taken while in motion allows 
the system to determine the three-dimensional (3D) location of 
the source. In practice, this is accomplished by dividing the 3D  

 

Figure 4. Reconstructed radiation source position image for a gamma-ray 
source located on a ship. The dark blue square indicates the source location. 
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space into voxels and populating those voxels with counts 
based on the coded image for each time step. After sufficient 
time steps, the voxel with the greatest number of counts (the 
“hot spot”) will indicate the source location. Using the location 
and orientation information of the system provided by the GPS 
receivers allows the GPS coordinates of the “hot spot” to be 
determined. This procedure is demonstrated in Fig. 5; in this 
figure, a horizontal cross section of the 3D space is plotted for 
one coded image, for 30 combined coded images, and for 60 
combined coded images. In these images, the counts from the 
coded images are projected out only approximately 50 m; in 
practice, these counts can be projected out hundreds of meters. 
Note that, as the number of coded images increase, the location 
of the source becomes more evident. 

Source location for a neutron source is roughly determined 
by the perpendicular vector from the container’s heading when 
the neutron counts are at their maximum value. 

III. MARITIME PERFORMANCE 

On 16-19 July 2012, the SuperMISTI detection system 
participated in the Manta technology demonstration organized 
by the Maritime Weapons of Mass Destruction Detection 
Program of the Office of Naval Research [7] and hosted at 
Naval Station Norfolk in Norfolk, VA. The aim of this 
demonstration was to determine the on-water performance of 
different detection systems. Each system was tasked with 
detecting 
 

 

Figure 6. The SuperMISTI system mounted on a 48-ft trailer for testing prior 

to deployment to the Manta technology demonstration. 

 

various gamma and neutron sources that were hidden in 
different types of seagoing vessels that were either docked on a 
pier or moored in open water.  The operational parameters for 
each system (speed, distance, etc.) were based on the expected 
performance of the system, which was determined prior to 
deployment. 

A. Predeployment Testing 

Prior to deployment to the Manta technology 
demonstration, the two SuperMISTI subsystems were mounted 
on a 48-ft trailer to simulate testing the combined system on a 
barge (see Fig. 6). The combined system was tested onsite at 
NRL with outdoor sources at speeds of up to 20 mph and 
distances of up to 125 m. The results of this testing were used 
with Monte Carlo modeling to estimate the system’s 
performance in a maritime environment.  

 

 

Figure 7. The complete SuperMISTI system on a 60-ft barge. The water 

ballast tanks used to maintain a level barge are shown on the right. 

Figure 5. A 2D cross section of the 3D space populated by the projected coded image. The source location is approximately located at coordinates (100, 100). 
(Left) One coded image. (Center) 30 coded images. (Right) 60 coded images. 
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B. Manta Technology Demonstration 

Both SuperMISTI subsystems were deployed on a 60-ft 
barge that was pushed by a tug at speeds of up to 6 kn and at 
stand-off distances of up to 300 m. Water ballast tanks were 
utilized to maintain a level barge. The complete SuperMISTI 
system as deployed on the barge is shown in Fig. 7. 

The results of this exercise were very close to the expected 
performance and clearly demonstrate the utility of the 
SuperMISTI system. All sources that were deployed in the 
demonstration were successfully detected, identified, and 
localized at operationally relevant distances ranging up to 
hundreds of meters.  

IV. CONCLUSION 

The SuperMISTI hybrid system developed at NRL has 
demonstrated the successful detection, identification, and 
localization of gamma and neutron sources in a maritime 
environment at operationally relevant distances. Since the 
completion of the Manta demonstration, the number of HPGe 
detectors in the detection/identification subsystem has been 
increased from 24 to 48, a modification that significantly 
enhances the gamma detection/identification capabilities of the 
system. Further performance enhancements planned for the 
future include the use of a large-area BF3 detector array to 
increase neutron detection capabilities and the implementation 
of better localization algorithms for neutron sources. 
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Abstract—Effective reconstitution approaches for cyber systems 
are needed to keep critical infrastructure operational in the face 
of an intelligent adversary. The reconstitution response, including 
recovery and evolution, may require significant reconfiguration 
of the system at all levels to render the cyber-system resilient to 
ongoing and future attacks or faults while maintaining continuity 
of operations. A theoretical basis for optimal dynamic 
reconstitution is needed to address the challenge of ensuring that 
dynamic reconstitution is optimal with respect to resilience 
metrics, and is being developed and evaluated in this project. 
Such a framework provides the technical basis for evaluating 
cyber-defense and reconstitution approaches. This paper 
describes a preliminary framework that may be used to develop 
and evaluate concepts for effective autonomous reconstitution of 
compromised cyber systems. 

Keywords-resilient cyber-systems; reconstitution; recovery; 
evolution 

I. INTRODUCTION 
The ability to maintain mission-critical operations in cyber-

systems in the face of disruptions is critical. Faults in cyber 
systems can come from accidental sources (e.g., natural failure 
of a component) or deliberate sources (e.g., an intelligent 
adversary). Natural and intentional manipulation of data, 
computing, or coordination are the most impactful ways that an 
attacker can prevent an infrastructure from realizing its mission 
goals. Under these conditions, the ability to reconstitute critical 
infrastructure becomes important. Specifically, the question is: 
Given an intelligent adversary, how can cyber systems respond 
to keep critical infrastructure operational?  

In cyber systems, the distributed nature of the system poses 
serious difficulties in maintaining operations, in part because a 
centralized command and control apparatus is unlikely to 
provide a robust framework for resilience. Resilience in cyber-
systems, in general, has several components, and requires the 
ability to anticipate and withstand attacks or faults, as well as 
recover from faults and evolve the system to improve future 
resilience. The recovery effort and any subsequent evolution 
may require significant reconfiguration of the system at all 
levels—hardware, software, services, permissions, etc.—if the 
system is to be made resilient to further attack or faults. This is 

especially important in the case of ongoing attacks, where 
reconfiguration decisions must be taken with care to avoid 
further compromising the system while maintaining continuity 
of operations. Collectively, we will label this recovery and 
evolution process as “reconstitution.” Currently, reconstitution 
is performed manually, generally after-the-fact, and usually 
consists of either standing up redundant systems, check-points 
(rolling back the configuration to a “clean” state), or re-creating 
the system using “gold-standard” copies. For enterprise 
systems, such reconstitution may be performed either directly 
on hardware, or using virtual machines.  

A significant challenge within this context is the ability to 
verify that the reconstitution is performed in a manner that 
renders the cyber-system resilient to ongoing and future attacks 
or faults. Fundamentally, the need is to determine optimal 
states of the cyber system when a fault is determined to be 
present.  

Contributions: This paper presents preliminary research 
towards concepts for effective autonomous reconstitution of 
compromised cyber systems. We describe a mathematical 
formulation as a first step towards a theoretical basis for 
autonomous reconstitution in dynamic cyber-system 
environments. We then propose formulating autonomous 
reconstitution as an optimization problem and describe some of 
the challenges associated with this formulation. This is 
followed by a brief discussion on potential solutions to these 
challenges. 

II. BACKGROUND 
The quest for resilient cybersystems has seen a number of 

potential approaches, each of which attempt to add specific 
properties to the system that make it resilient to one or more 
attack vectors. Examples of these properties include diversity, 
redundancy, deception, segmentation, and unpredictability. 
One approach that incorporates some of these elements is 
moving target defense [1]. These types of methods are usually 
heuristic and can be shown using empirical approaches to 
provide some level of resilience. However, these approaches 
cannot be readily applied after a system has been 
compromised. It is also not clear whether such methods are 
applicable under any attack scenario, or if there are specific 
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limitations. Fundamental to understanding the applicability of 
many of these approaches as attacks evolve is the ability to 
mathematically define cyber-systems in some manner. 
Specifically, there is a need to determine the key properties of a 
cyber-system, determine nominally safe configurations of the 
system in terms of one or more metrics, and define the 
mathematical framework that uses this information.  

As might be expected, the problem of cyber-system 
resilience has seen significant research over the past few years. 
A number of groups (MITRE, Raytheon) have proposed 
frameworks for resilience that encompass the basic ideas 
(anticipate, withstand, recover, evolve) (Fig. 1). The right side 
of the figure (anticipate, withstand) might be generally thought 
of as enabling robust design of the cyber-system, while left-half 
corresponds to reconstitution in the event of compromise. 
However, these two elements (robustness and reconstitution) 
are not independent, and leverage information from each other 
(for instance, information available during reconstitution may 
inform robust design, and reconstitution approaches may be 
constrained by robust design concepts).  

Frameworks for resilience that incorporate operational 
aspects have also been proposed. Reference [2] also propose an 
operational framework for resilience but acknowledge the 
difficulties in a practical implementation. Reference [3] discuss 
the use of probabilistic risk assessment as a tool for 
understanding and improving resilience. 

III. RELATED WORK 
Prior work on resilience (and recovery from attacks) can 

largely be categorized into approaches based on fault-tolerance 
algorithms in a Byzantine fault environment [4], and 
approaches based on moving target defense [1, 5]. While 
existing theories for fault tolerance (e.g., Byzantine fault 
tolerance) can guarantee resilience under certain conditions [6, 
7], in practice, these theories can break down in the face of an 
intelligent adversary. Further, it is difficult, in a dynamically 
evolving environment, to determine whether the necessary 
conditions for resilience have been met, resulting in difficulties 
in achieving provably resilient operation. In addition, existing 
theories often do not sufficiently take into account 
computational cost [8, 9] (adversary is assumed to have infinite 
resources and time), hierarchy of importance (all network 
resources are assumed to be equally important), and the 
dynamic nature of some attacks (i.e., as the attack evolves, can 
fault tolerance be maintained?).  

A number of other research developments may be of 
relevance. These include self-stabilizing systems [10, 11], 
distributed algorithms in systems with sectional faults [12], and 
self-organizing systems [13]. Each of these approaches has the 
potential to improve cyber-resilience. However, these theories 
will need to be augmented to account for an intelligent 
adversary. Conversely, game theory and other conflict models 
[14] bear on intelligent adversaries, but may not always 
account for faults. 

 
Figure 1.  Elements necessary for resilience in cyber-systems 

Recent publications (such as [15]) indicate that a dynamic 
reconstitution and reconfiguration effort may be capable of 
addressing certain classes of attacks. However, the published 
information indicates a manual, “operator-in-the-loop” 
approach, where, once indicators of compromise are identified, 
operators at a Resilience Operations Control System and the 
Cyber Operations Center decide on an appropriate course of 
action and implement it. However, the test implementation of 
their framework for resiliency appears to have depended on 
commercial resiliency management systems, the market for 
which was fairly immature as of the writing of that article. 
Products in R&D phase were stand-alone and were not easily 
integrable with an enterprise-wide resiliency management 
systems, and commercially available systems were generally 
based on minor modifications to existing security products that 
did not meet the needs for resiliency. Further, the work does 
not appear to focus on asymmetry. Some prototypical products 
that have been discussed in the literature include the Network 
Maneuver [16]. 

This paper describes a state-space based formulation for 
use in reconstitution of cyber-systems. Specifically, the state Ct 
of a cyber-system at time t is a representation of its key 
properties. When a system is compromised, it moves from a 
fully operational state to one of several compromised states 
(Fig. 2) where it loses the capacity to maintain continuity of 
operations. The reconstitution effort is then one of moving the 
system back to one of several fully operational states possibly 
through several intermediate states. This process may be 
defined as one of optimization, with metrics for resilience and 
continuity of operations used to determine, at each time step 
subsequent to the compromise, the optimal state (such as 
network connectivity, services, and hosts) to ensure continuity 
of operations while improving resilience.  
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Figure 2.  Conceptual representation of reconstitution in cyber-systems as 

moving the system from one of several compromised states to a fully 
operational state 

IV. MATHEMATICAL PRELIMINARIES 
We use Ct to represent the state of a cyber-system at time t. 

In this paper, we assume that a graph Gt may be used to 
represent the network connectivity information within the 
system at time t. The connectivity information may change 
over time as the cyber-system goes through the reconstitution 
process, and this dependency is captured explicitly. Further, we 
assume that a tensor φt can be used to represent the 
configuration at time t of the different elements in the cyber-
system. We define 

 { },t t tC G φ  (1) 

Note that, in general, a cyber-system is defined in 
continuous time; that is, connectivity and configuration 
information is present at all times. However, the state of the 
cyber-system will be assumed to be discrete; that is, it can take 
on only one of a finite number of values. With this constraint, 
the system Ct is an example of a continuous time, discrete-
valued system [17]. 

Normal or abnormal traffic within the cyber-system is 
assumed to generate data Dt that is a function of Ct, and some 
parameters Θ: 

 ( ),t tD f C= Θ  (2) 

The parameters Θ might represent, for instance, the 
portions of the cyber-system where sensors are deployed. 
Alternatively, Θ might be used to represent a set of 
transformation parameters employed to extract relevant data 
from the cyber-system. In any case, (2) is generic enough to 
cover many possibilities. For the moment, we place no 
restrictions on whether this data is available for access from 
outside the system, or only within the system. We however 
assume that Dt is a random process defined by a probability 
density function on Θ: 

 ( )PΘ θ  (3) 

where θ represents the parameters of the density function. This 
assumption is simply a reflection of the fact that, in general, the 

only kinds of system-wide information that may be obtainable 
are statistical quantities such as, for instance, the mean and 
variance of network traffic flow patterns, and that minute-to-
minute specification of data within a cyber-system is, in 
general, difficult to obtain. Note that this assumption is not 
restrictive—in cases where a deterministic description may be 
available, it may be accounted for by setting the corresponding 
probability to 1 (interpreted as complete knowledge). We may 
further assume that Dt is ergodic in the mean (i.e., time 
averages may be used to approximate process means). This is a 
simplifying assumption, and will need to be validated using 
data from realistic cyber-systems.  

Faults within the cyber-system are described within this 
formulation through a mathematical description of their effects. 
This allows for a framework that can capture both natural and 
adversarial faults, and enables the resulting reconstitution 
approach to be agnostic to specific attack vectors. We denote 
the fault sequence by the vector 

 1 2, ,..., ,...tF F F F=    (4) 

where Ft denotes the fault at time t, and Fk, 1 ≤ k ≤ t–1 denote 
the sequence of faults before time t; note that future faults (i.e., 
for times greater than t) may be incorporated into this 
framework. As noted earlier, these faults may be either natural 
or due to an intelligent adversary.  

Faults at any time instant may result in hardware level 
effects (such as loss of a server) and result in a change in the 
connectivity, and consequently, in changes in the configuration 
and data. Alternatively, faults may manifest themselves at only 
the configuration level (for instance, a change in the firewall 
settings on a specific server), or within the data available in the 
cyber-system (for instance, higher than normal numbers of 
open ports, or increased network traffic). Thus, we may assume 
that, at time t, fault Ft defines a mapping of the form: 

 1:t t tF C C +→  (5) 

The resulting state is generally assumed to be a less-
desirable state (from the perspective of maintaining mission-
critical operations, and as defined by some metrics—see 
below). For simplicity, if no fault (natural or otherwise) exists 
in the system at a given time (say t = k), we denote Fk = 0. 

We use the representation above to define the needs for 
reconstitution. We do not claim that this representation is 
unique, and as other representations of cyber-systems, data, and 
fault sequences become available, may be easily incorporated 
in this work.  

V. METRICS FOR CONTINUITY OF OPERATIONS 
Critical to reconstitution is the ability to define continuity 

of operation. In this initial formulation, we assume that a metric 
exists that can be used for this purpose. Such a metric Mt would 
need to be a function of the system state: 

 ( )t tM g C=  (6) 

and must be computable from knowledge of the system 
network topology and configuration information. A number of 
resilience metrics related to continuity of operations are defined 
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in the literature [18]. However, the bulk of these metrics are 
focused on system-level quantities (such as time to recover 
from an attack, percentage of available services, etc.). While 
these are important and help characterize the system 
performance, these are difficult to use for dynamic 
reconstitution, as computing such metrics in real-time (as the 
system is being reconstituted) from knowledge of only the 
configuration and/or connectivity is difficult. Instead, indirect 
metrics are necessary, and include graph metrics such as 
diameter, algebraic connectivity, average path length, 
clustering coefficient, although other graph statistics may be 
relevant and computable in real-time. In addition to graph 
metrics, metrics such as vulnerability scores [19] that may be 
computed from configuration information as well as a priori 
knowledge about attack vulnerabilities may also be applicable. 

An important element that needs to be captured in the 
metric is the potential dependencies between critical services, 
and between the deployment of services and the underlying 
network topology. This results from the need to ensure that the 
impact of any fault or attack and the subsequent reconstitution 
is represented correctly. For instance, service A and B may 
depend on a higher-level service C (for example, an 
authentication service). The impact of a fault that results in C 
being unavailable will impact the availability of A and B, and 
therefore the ability to meet mission needs.  

VI. A PROPOSED FRAMEWORK FOR RECONSTITUTION 
We define reconstitution as determining the state Ct, t > T0 

that ensures continuity of operation. Here, T0 is assumed to be 
the time at which the reconstitution effort is initiated. In 
general, the problem of determining secure configurations is 
NP-complete [19]. However, solutions that are “good-enough” 
may still be possible in a reasonable time-frame.  

One approach to formulating the concept of asymmetric 
resilience is by accounting for the cost to the defender [20]. 
Assume that the cost to the attacker can be represented by Ra 
while the cost to the defender is represented by Rd. The cost Rd 
is a dimensionless number that accounts for the infrastructure 
cost Rdi during the reconstitution effort (normalized to the 
initial cost incurred during the original system setup) as well as 
the risk (of continued attack or faults) associated with the 
configuration. Note that Rdi may be estimated from the 
connectivity graph as well as any redundancies required for 
system robustness. Ra may consist of similar quantities; 
however, measuring Ra is a difficult proposition. It is, however, 
reasonable to assume that the faster the reconstitution effort, 
the greater the cost to the attacker (both in terms of 
infrastructure cost to maintain an attack as well in terms of risk 
of attribution). For this initial framework, we will assume that 
Ra is inversely proportional to time spent in the reconstitution 
effort: 

 ( )0 01 , .aR t T t T∝ − >  (7) 

A. Reconstitution as an Optimization Problem 
Given this information, one possible approach to 

reconstitution is to frame the problem as a multi-objective 
optimization problem, where asymmetric advantage may be 
introduced by, for instance, requiring that the solution 

minimizes the cost to the defender while maximizing the 
estimated cost to the attacker. Specifically, we want to 
maximize Mt and Ra while minimizing Rd by adjusting the 
network connectivity as well as the configuration information. 
This may be represented as 

 
,

max ,
t t

a
tG

d

R
M

Rφ
 (8) 

subject to constraints on graph connectivity, allowed 
configurations, and available resources. This framework allows 
for the incorporation of costs into the reconstitution effort, as 
well as attacks or faults during the reconstitution effort.  

Potential approaches to optimization that are applicable 
within this framework include genetic algorithms [19], linear 
programming, and dynamic programming [21]. The framework 
also encompasses both natural and adversarial faults.  

Challenges in this context include optimization and control 
of large-scale systems, and in the face of continuing attacks. A 
further challenge is presented by the distributed nature of 
cyber-systems, in part because a centralized command and 
control apparatus is unlikely to provide a robust framework for 
resilience, and the reconstitution process will need to be 
managed in a distributed manner.  

A further challenge is the ability to explicitly reduce cost to 
the defense. The cost to the defender, while notionally simple 
to calculate, is difficult to quantify during the course of 
optimization. This is because any change in the system state 
results in incurred costs to the defense; thus, the overall cost 
over the entire reconstitution process will be the sum of the 
individual costs at each step in the process. However, 
conventional optimization approaches focus on minimizing 
only the incremental cost over the next iteration in the 
optimization. Thus, tools for optimization that find the overall 
least-cost trajectory in state space are needed. Moving to a 
distributed approach to reconstitution adds further challenges in 
this regard. 

In general, the assumption in this formulation is that the 
cost functions and constraints define a non-convex problem, 
and the resulting solution will only be locally optimal (and 
dependent on the starting state). This is because, in the context 
of the problem being studied here, a globally optimal solution 
refers to a resilient state that is capable of providing continuity 
of operations regardless of the fault or attack vector. While this 
may be theoretically possible, practical bounds on resources 
and time to recovery will necessarily restrict the space of 
possible solutions that can be explored, and result in tradeoffs.  

A specific example of the formulation is for optimal 
allocation of services assuming that the underlying topology is 
constant. In this context, we have a set of n critical services 
S1,S2,…Sn and assume that a reconstitution effort is complete 
only when all the n services become operational. The resulting 
configuration may be represented by the optimal φ*. A number 
of service providers (e.g., computer servers) are assumed 
available, and connected in some topology. Resource 
constraints are assumed at each service provider, and restrict 
the number of possible services (defined by the subset 
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{ }1 2
, , ...

p p p pk
S S S S= ) that can be hosted on server p. We are also 
given a cost function Rdp to make a service provider p 
operational: Rdp : Sp → R+. We define  

 
d dp

p
R R= ∑ . (9) 

Finally, dependencies between services are incorporated 
through constraints on the network topology (to minimize 
delays) and the configuration φ.  

Given this setup, the goal of reconstitution is then to 
determine a minimum cost set of providers (each running a 
subset of services) such that all critical services are operational. 
This is a re-statement of the set-cover problem [22]: Given a 
universe U of n elements S1,S2,…Sn, a collection of subsets of 
U, { }1 2

, , ...
p p p pk

S S S S= , p = 1,2,…P and a cost function c: 
SR+, find a minimum cost subcollection of S that covers all 
elements in U. This particular instantiation of the reconstitution 
problem may be addressed through applicable combinatorial 
optimization approaches, though the same challenges that 
apply to all optimization-based approaches to reconstitution 
apply here. 

VII. RESULTS 
The proposed optimization-based approach to reconstitution 

was tested using a simple network representation and a genetic 
algorithm optimization. An n-node network with m-services is 
described by two matrices. An adjacency matrix, A, defines the 
connectivity between nodes in the network. Here, a node is 
some computational resource, such as a computer or server that 
can run any of the m services. A configuration matrix, φ, 
describes the configuration of each node with respect to the 
critical services. The configuration of node i with respect to 
service j is comprised of a triplet of binary values: is service j 
loaded on node i, does the configuration of node i support 
service j, and is service j currently running on node i? 

To test the reconstitution, a random network is simulated 
(with random adjacency and configuration matrices). Several 
constraints are imposed on the network: 

• Each node can be connected to at most 10% of the total 
number of nodes in the network; 

• Each node can only run services that are loaded on the 
node and supported by the node configuration; 

• Each node can run at most three services; and 

• Each service can be run on at most two nodes. 

Hardware faults can occur, wherein a node is permanently 
removed from the network and its services are lost. The genetic 
algorithm attempts to reconstitute the network to restore critical 
services and improve network resilience, subject to the same 
constraints above. The genetic algorithm fitness function 
attempts to maximize network robustness, characterized by the 
algebraic connectivity [23], and the availability of critical 
services, while minimizing the cost to update the network. 
Costs are incurred by adding or removing network connections, 
loading services on nodes, and changing node configurations to 
support new services.   

In this initial implementation, the following assumptions 
are made: 

• Dependencies between services, or services and the 
underlying topology, are ignored. 

• Incrementally minimizing costs at each iteration is 
assumed to minimize overall cost. 

• All network nodes are assumed to be functionally 
equivalent. 

• Any node that fails is assumed to be permanently 
removed from the network.  

These assumptions will be relaxed as this formulation is 
developed further.  

The efficacy of this approach is demonstrated on a 30-node 
network with 50 critical services. Two cases are considered: 
first, a single fault occurs at time zero and the network is 
reconstituted; second, a series of faults occur, one at time zero 
and another as the network reconstitution is underway. Fig. 3 
shows an example of the reconstitution performance. The 
figure shows the average number of services restored, and the 
robustness of the network after the fault (as measured by the 
algebraic connectivity), over time (arbitrary units). Network 
services are seen to recover fairly quickly while robustness also 
increased rapidly. The results are the average of 10 random 
networks with 30 initial nodes (29 after the fault occurs), and 
50 services.  

 
Figure 3.  Reconstitution metrics for a 30-node network. The horizontal axis 
represents time steps (arbitrary units) after a fault at time 0. The vertical axis 
shows the algebraic connectivity (blue, scale on left) and number of services 
operational (green, scale on right). The vertical bars represent the standard 

deviation over 10 random networks. 

VIII. CONCLUSIONS 
This paper presented preliminary research results towards 

developing a mathematical formulation for effective 
autonomous reconstitution of compromised cyber systems. The 
proposed formulation enables the application of classical 
optimization approaches to determine optimal choices for 
reconfiguring and improving the resilience of the cyber-system 
after one or more natural faults or adversarial attacks. 
Preliminary results of simulation studies indicated that the 
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proposed approach may be viable for reconstitution of 
compromised cyber systems. Unlike existing techniques, the 
proposed approach is seen to be viable even when faults occur 
during the reconstitution process. However, the simulation 
studies to date included several assumptions that will need to 
be relaxed if the results are to be applicable more generally. 
The relaxation of these assumptions, and the evaluation of the 
proposed formulation under these more general conditions, will 
be the focus of future work.  
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